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proposes an improved transformer-based approach for summarizing legal texts. The suggested system is
assessed using ROUGE metrics after being trained on the XSum dataset using a pre-trained T5-small
volume 17 model. Preprocessing, tokenization, model fine-tuning, and evaluation are all part of the summarization
pipeline. With ROUGE-1, ROUGE-2, and ROUGE-L F1 scores of 43.72%, 20.54%, and 36.89%,
respectively, the experimental findings demonstrate competitive performance. The results demonstrate the
pp. 19-27  model's ability to produce succinct, logical summaries and the possibility for sequence-level alignment and
compression constraints to enhance the summarizing of legal documents. This strategy seeks to lessen the
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Keywords: Transformer Models, Summarization, Legal Documents, Sequence Alignment, Compression

Constraints, NLP

Issue 7|

Submitted: 15 June. 2025 .
Introduction

One of the most complex and longest forms of literature are legal documents, which
Accepted: 10 July. 2025 Often require special skills of interpretation. Access to justice is occasionally delayed and
decision-making in law is often hindered by its size and complexity [1]. Traditional hand
summarization is time-consuming and open to poor and variable biases [2,3]. While past
statistical or rule-based methods, including phrase frequency analysis and keyword extraction,
have been explored to reduce document size, they often fail to achieve the rich semantics and
contextual relationships needed for legal documents [4]. Recent advances in machine learning
(ML) and natural language processing (NLP) promise much in the automation of summarizing
legal documents to enable faster and more objective retrieval of important details [5,6]. Still,
coherence preservation, handling domain-specific legal terminology, and effectively analyzing
sentences that capture essential legal arguments are all challenges to current methods [7, 8].
There are other limitations that hinder real-time practical implementation, including the
unavailability of big labeled datasets due to confidentiality issues and high processing
requirements [9,10].

To discover and extract the most relevant lines from legal texts, Rahul C. Kore, Prachi
Ray, Priyanka Lade, and Amit Nerurkar propose a new methodology that utilizes NLP and ML
methods such as word embeddings, TextRank, and PageRank [10]. Their approach is to present
concise summaries with significant legal information, reducing the workload involved in
manual analysis and enhancing usability for the general public and legal professionals.
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Literature Review
Graph based methods

The integration of legal knowledge graphs with document content from text documents, satisfying users'
requirement of newer cases, and serving expert users with similar interests are some of the legal recommendation
problems exclusive to them that the paper LegalGNN: Legal Information Enhanced Graph Neural Network for
Recommendation by Jun Yang et al. [1] handles.LegalGNN is proposed by the authors, where a graph neural network
with relational attention handles complex relationships, user queries are integrated to solve cold-start issues, and a
Heterogeneous Legal Information Network (HLIN) is constructed to combine structural and textual information.
LegalGNN is a GNN model that is specifically designed for legal recommendations, and experiments on real-world
legal data show it to outperform current solutions by a significant margin.

Ambedkar Kanapala, Sukomal Pal, and Rajendra Pamula [2] present a comprehensive survey of text

summarizing approaches in "Text Summarization from Legal Documents: A Survey" (2019), particularly in the field of
law. They explore law-specific extraction methods intended to cope with the unique structure and vocabulary of legal
texts and generic summarization methods, such as extractive and abstractive methods. The paper compares
summarization approaches in judicial and common senses, reviews different datasets and metrics used in
summarization research, and focuses on software solutions for legal text processing. The authors conclude by
suggesting problems and avenues for future research to further improve the accuracy, effectiveness, and user-
friendliness of summarization systems to cope with the quantity and nature of judicial documents.
Yuxin Huang et al. [3] solve the task of summarizing legal public opinion news in "Element Graph-Augmented
Abstractive Summarization for Legal Public Opinion News with Graph Transformer," where summaries need to be
factual while being able to preserve key case features.They introduce a graph abstractive summarization model with a
topic interaction graph (T1G) and an element relational graph (ERG) through the usage of a graph transformer network
in a sequence-to-sequence context. They employ pre-trained language models so that their model would have more
informative representations and learn to recognize entities, keywords, and event triples to construct structured graphs.
On a legal news corpus and CNN/Daily Mail dataset, experiments reach significant improvements over strong
baselines, with ROUGE, BERT, and human evaluation confirming higher faithfulness, informativeness, and fluency in
summary.

Deep learning based methods

In contrast to previous approaches that relied on hand-crafted features, domain expertise, or large labeled
datasets limited to narrow sub-domains, Deepa Anand and Rupali Wagh's "Effective Deep Learning Approaches for
Summarization of Legal Texts" [4] propose neural-network-based methods for summarizing Indian legal judgments.
They do this by developing simple, generic deep learning architectures that use word and sentence embeddings to
capture semantics, automatically generating training labels by matching sentences to human-written summaries, and
proving that their data-driven models produce coherent summaries and outperform traditional baselines on Indian
Supreme Court judgments from 1947 to 1993.This approach offers a flexible summarization method that has the
capability to generalize across the legal domain and reduce reliance on expensive hand-annotation or expert judgment.

Authors of "Deep Learning Techniques for Legal Text Summarization," [5], Reshma Sheik and S. Jaya
Nirmala, published in the 2021 IEEE 8th Uttar Pradesh Section International Conference on Electrical, Electronics and
Computer Engineering (UPCON), examine the difficulties that are encountered when summarizing law texts, which
tend to be very long and complex. They also compare different deep learning approaches used to address this issue in a
methodical manner, trace the development of deep learning models in text summarization, highlight important data
preparation techniques, and review recent deep learning approaches—particularly sequence-to-sequence architectures
and transfer learning with pre-trained language models—that have greatly increased the accuracy of legal document
summarization.

The authors of "A sentence is known by the company it keeps: Improving Legal Document Summarization
Using Deep Clustering,”" [6] in Artificial Intelligence and Law, Deepali Jain, Malaya Dutta Borah, and Anupam
Biswas, address the problem of effectively summarizing lengthy legal documents by introducing DCESumm, a novel
extractive summarization method that combines unsupervised clustering-based document-level score enhancement with
supervised sentence-level summary relevance prediction. On the BillSum and FIRE datasets, authors demonstrate
significant improvements over state-of-the-art approaches, with gains of 1-6% and 6-12% in ROUGE F1-score,
respectively, indicating that this method has the potential to facilitate legal professionals with rapid comprehension of
intricate legal texts. The problem of extracting relevant information from long legal verdicts is tackled by Kaiz
Merchant and Yash Pande in their IEEE paper, "NLP Based Latent Semantic Analysis for Legal Text Summarization™
[7]. The authors propose an automated summarization system that uses latent semantic analysis (LSA) to capture
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conceptual relationships within legal texts, using both single-document untrained and multi-document trained
approaches tailored to criminal and civil cases, respectively. Their system has been validat

Machine Learning based methods

A machine learning-based legal model is proposed by Riya Sil, Alpana, Debojit Dhali,[8] and co-authors in
"An Intelligent Approach for Automated Argument-Based Legal Text Recognition and Summarization Using Machine
Learning" to automate the recognition and summarization of legal texts. The goal is to reduce manual labor and speed
up judicial processes by converting hardcopy documents into structured, computer-readable formats. The system
supports efficient case handling and service delivery, with a high accuracy of 94%, indicating its potential to reduce the
backlog of legal cases and ease the strain on legal professionals.

In “Empowering Legal Justice with Al: A Reinforcement Learning SAC-VAE Framework for Advanced
Legal Text Summarization,” Xukang Wang and Ying Cheng Wu (2024) [9] present SAC-VAE, a novel framework that
combines Variational Autoencoders (VAE) with the Soft Actor-Critic (SAC) reinforcement learning algorithm to tackle
the complexity of legal document summarization by reducing high-dimensional state spaces to low-dimensional,
informative features, thereby improving learning efficiency and summary quality; evaluated on the BillSum dataset,
SAC-VAE outperforms baseline SAC methods by achieving higher ROUGE and BLEU scores, demonstrating faster
convergence (reducing training time by over 59%) and enhanced summary precision, ultimately contributing toward
democratizing legal knowledge in line with UN Sustainable Development Goal 16.

Rahul C. Kore, Prachi Ray, Priyanka Lade, and Amit Nerurkar from Vidyalankar Institute of Technology,
Mumbai, [10] investigate ways to make reading complicated legal documents easier by using Natural Language
Processing (NLP) and Machine Learning (ML) techniques. Their work focuses on creating succinct summaries that
preserve important legal information using word embeddings, text ranking algorithms like PageRank and TextRank,
and similarity measures. They present a methodical framework and algorithmic steps for extractive summarization that
assist readers in avoiding the need to manually process lengthy legal texts.

Transformer based Models

Kanchan [11] present a comprehensive overview of text summarization methods in Natural Language
Processing (NLP) and examine both extractive and abstractive methods and highlight transformer-based models such as
BERT and GPT. Their work compares older methods such as TF-IDF, TextRank, and Sumy with newer ones such as
T5 and LSTM, employing decoding methodologies such as greedy and beam search, and illustrates the efficacy of
summarization in a myriad of scenarios ranging from news and academia to social media. Through the consolidation of
theory, use, and a broad selection of metrics for measurement, their research is ultimately at the forefront of developing
summarization methods.

Rashmi Gandhi, Abhishek Saini, and Saumya Gaikwad [12] are the authors of "A Framework for Abstractive
Text Summarization Using Hugging Face Transformers." They suggested a standalone summarization system of text
based on Hugging Face transformers. They train a sequence-to-sequence (RNN-based) model that has the ability to
generate abstractive summaries using Google's T5-Small model. Their method serves to solve the problem of
discovering key findings from the huge reservoirs of digital textual data, providing an answer that saves time on
reading and enhances understanding, highlighting the increasing need for automated summarization in solving
information overload in the digital world.

Daniel NUfiez-Robinson, Jose Talavera-Montalto, and Willy Ugarte [7] compare the performance of state-of-
the-art Transformer models on legal text summarization in "A Comparative Analysis on the Summarization of Legal
Texts Using Transformer Models." They compare multiple models and datasets to examine their performance on this
specialized domain, highlighting both the great contribution Transformers have made toward summary tasks via self-
ttention mechanisms as well as the ongoing challenge of achieving consistent, generalized learning for long legal
documents. They also criticize ROUGE metrics as inadequate measures of true summary quality versus human
judgment.
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Category

Authors / Paper

Approach / Model

Highlights / Results

Graph-based Methods

Yang etal. [1] -
LegalGNN

LegalGNN with relational
attention on a Heterogeneous
Legal Information Network
(HLIN). Integrates user queries for
cold-start and combines structure +
text.

Outperforms existing legal
recommendation systems
significantly.

Kanapala et al. [2] —
Survey

Survey on legal text
summarization, extraction vs.
abstraction, datasets, metrics,
software.

Identifies gaps and future
research directions to
improve summarization
accuracy and usability.

Huang et al. [3] -
Graph Transformer
Model

Graph Transformer with Topic
Interaction Graph (TIG) and
Element Relational Graph (ERG).
Uses pre-trained language models
for better entity/event
representations.

Significant improvements
on legal news corpora and
CNN/DM datasets in
ROUGE, BERT, and human
evaluations.

Deep Learning-based
Methods

Anand & Wagh [4]

Neural summarization of Indian
legal judgments using sentence
embeddings, automatic label
generation.

Outperforms traditional
baselines for Indian
Supreme Court judgments.
Flexible across legal
domains.

Sheik & Nirmala [5]

Review of deep learning methods,
data preparation, sequence-to-
sequence architectures, pre-trained
models.

Highlights the evolution and
benefits of deep learning in
handling long, complex
legal texts.

Combines deep clustering with

Improves ROUGE F1 by 1-

based Methods

summarization of legal texts.

Jain et al. [6] — supervised sentence-level 6% (BillSum) and 6-12%
DCESumm relevance for extractive (FIRE dataset) over prior
summarization. methods.
Latent Semantic Analysis (LSA)- Demonstrated effectiveness
Merchant & Pande 1¢ Analys! for both single and multi-
based summarization tailored for P
[71 g . document summarization
criminal and civil cases. -
scenarios.
Machine Learning- ML approach for automated Achieves 94% accuracy;
9 Sil etal. [8] argument-based recognition and aims to reduce backlog and

speed judicial processes.

Wang & Wu [9] -
SAC-VAE

Combines Variational
Autoencoders (VAE) with Soft
Actor-Critic (SAC) RL to reduce
state dimensionality, improve
learning efficiency and summary
quality.

Outperforms SAC baselines
on BillSum with >59%
faster convergence, better
ROUGE/BLEU scores.

Kore et al. [10]

NLP + ML techniques, word
embeddings, TextRank/PageRank
for extractive summarization.

Provides a framework for
extractive summarization of
complex legal documents.

Transformer-based
Methods

Kanchan [11]

Overview of NLP summarization
methods, including BERT, GPT,
T5, LSTM; discusses extractive vs.
abstractive approaches.

Compares older methods
with modern transformers
across diverse use cases.

Gandhi et al. [12]

Abstractive summarization using
Hugging Face Transformers (T5-
Small).

Proposes a standalone
summarization system for
digital textual data.

Nufiez-Robinson et
al. [7]

Comparative analysis of
transformer models for legal
summarization; self-attention
mechanisms.

Highlights performance
gains but notes challenges in
generalizing to long legal
documents; critiques
ROUGE as insufficient for
true quality measurement.

Table 1: Literature Review.
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Methodology

Hugging Face Summarization Pipeline Architecture

The architecture of the Hugging Face-based abstractive summarization system is presented in Figure 1, highlighting its
end-to-end processing pipeline from dataset ingestion to model training, evaluation, and deployment.

— Tokenizer — Model —  PostProcessing  ——

Rawtext Input IDs Logits Predictions

This course 101, 2023, 2607, - POSITIVE: 99.89%
s amazing 2003, 6425, 999, 102 426, 460 NEGATIVE: 0,11%

Figure 1: Workflow of a text classification pipeline: raw text is tokenized into input IDs, processed by the model
to produce logits, and transformed via post-processing into final predictions, as shown in the example where
‘This course is amazing’ is classified as 99.89% positive.”

I I R R e e

Figure 2: High-level workflow of the summarization pipeline, illustrating sequential stages from data input and
preprocessing to model training, inference, and deployment.

Environment & Setup

To construct the pipeline for summarization, the Hugging Face Transformers Python ecosystem was used.
This ecosystem is built on top of the PyTorch computational framework, supporting hardware accelerators like CUDA-
enabled GPUs for fast training and inference. Among the pre-trained models available in the Transformers library,
which include T5 and BART, flexible batch padding and efficient subword tokenization are provided alongside devices
that enable streaming training. There is also a Datasets library that provides efficient, scalable access to benchmark
datasets like XSum and an Evaluate library for metrics such as ROUGE which report values based on fixed standards.
Environment setup is completed once the necessary Python packages are installed and an authentication link to the
Hugging Face Hub for model sharing and download is created.

Data Loading & Pre-processing

The XSum dataset, which is used by the summarizing pipeline, is loaded smoothly using Hugging Face's
load_dataset function to make downloads and caching simple. It includes short, one-sentence abstractions and BBC
news stories. Every text sample goes through a standard preprocessing pipeline, which consists of the following steps:
Task-specific keywords like "summarize:" are prepended to inputs for models like T5, normalization standardizes
casing and character treatment, and tokenization converts text to truncated subword tokens to fit within model
constraints (1024 for inputs and 128 for summaries). The data is organized into a DatasetDict with train, validate, and
test splits, enabling quick, batch processing with multi-threaded tokenizers. During training, a forward is used to warm
up the compute kernels for normal performance.
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Model Architecture & Fine-Tuning

A pre-trained sequence-to-sequence Transformer model with encoder-decoder architecture, ideally T5-small,
forms the basis of the pipeline. While the encoder transforms the input document into contextualized representations, it
also cross-attends to the encoder outputs to generate the summary token by token. This model is tuned to the
summarization task by the Hugging Face Seq2SeqTrainer class, which controls training loops, gradient accumulation,
learning rate scheduling, and efficient mixed-precision (FP16) computation.

Important fine-tuning parameters include a batch size of 16, a learning rate of 2e-5, training for 1-3 epochs
based on convergence, and evaluations carried out following each epoch. Metrics and checkpoints are saved for later
analysis, and the training process uses cross-entropy loss with label smoothing.

Post-processing & Evaluation

After model inference, the raw token IDs are decoded back into readable text. The post-processing pipeline
applies NLTK's sentence tokenizer, eliminates special tokens, and combines subword units to appropriately prepare the
summaries for ROUGE evaluation. Using the Evaluate package, the system calculates ROUGE-1, ROUGE-2, and
ROUGE-L F1 scores by comparing generated outputs to reference summaries. Non-matching predictions are noted for
error investigation, and the average length of generated summaries is recorded as a diagnostic parameter to ensure
outputs are concise and relevant to the task.

Output Handling & Model Deployment

Among the many output handling options provided by the summarizing pipeline are the ability to save refined
models locally and, if preferred, post them to the Hugging Face Hub through the push to _hub API. To guarantee
reproducibility, it logs everything, including configuration files, tokenizers, and training logs. Inference endpoints
enable models pushed to the Hub to be accessed, facilitating a smooth integration into web interfaces or applications. In
order to effectively manage several experimental runs, the system additionally maintains explicit versioning by
allocating distinct run identifiers and arranging outputs in incremental routes.

Performance Tracking & Reporting

Runtime profiling and monitoring are incorporated into the training pipeline to guarantee speed and
transparency. Profiling clocks are used to measure the execution times of crucial steps like data loading, tokenization,
forward and backward passes, and metric computation. In order to facilitate informed scaling and optimization, GPU
memory usage and consumption are monitored. Important parameters from training and assessment are documented on
the console and in well-organized log files for future analysis and visualization. The final report compiles training
speed (steps per second), evaluation outcomes, and resource usage. Figure 1 depicts a summary of the complete
procedure, from data collection to deployment.

Implementation of Hugging Face Summarization Pipeline

Tools and high-level abstractions of Hugging Face's domain-specific tools are used to create a modular Python
program that easily integrates the summarizing system into it. The procedure starts with the environment setup, i.e.,
installing the dependencies and the Hugging Face Hub login for model upkeep, as illustrated in Figure 2.The XSum
dataset is loaded and verified for data integrity. Preprocessing includes document and summary tokenization with task-
specific prefixes, padding, and truncation. Pre-trained weights are being loaded for T5-small, and now it is ready to be
fine-tuned, and you may use FP16 to speed up computation.Seq2SeqTrainer is utilized in training, and also for logging
data like learning rates and loss. ROUGE scores at time of validation are used for decoding predictions and comparison
with references; results are recorded by epoch. The model can be uploaded on the Hugging Face Hub for sharing later
after saving it locally. Truncation artifacts or unusual phrasing issues such as these are detected with error analysis.
Finally, the test environment is reset for additional testing, logs are completed, and resources are released.
The key technologies of the pipeline are illustrated in Table 2.

Table 2: Core technologies supporting the summarization pipeline, spanning model training, data handling,
evaluation, and visualization.

Category Technology Purpose / Description

Deep  Learning & | Hugging Face | Provides pre-trained models and Trainer API for fine-
Transformers Transformers tuning

Framework PyTorch Back-end computation for model training and inference
Data Processing Hugging Face Datasets Efficient dataset handling, caching, and streaming support
Evaluation Hugging Face Evaluate Standardized ROUGE metric computation

Tokenization Tokenizers Library Fast subword tokenization with dynamic padding
Visualization Matplotlib / Pandas Display of metrics, tables, and plots
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Results

The ROUGE metric suite, which measures the overlap between generated summaries and human-crafted
references, was employed to evaluate the improved summarizing system on the XSum dataset. During experimental
configuration, the T5-small model was fine-tuned over three epochs with a batch size of sixteen and early stopping on
validation loss. The learning rate was 2x10—5. The summary of the results is given in Table 3.
Table 3: Summarization performance on the XSum dataset, showing ROUGE scores and average summary

length

Metric Score
ROUGE-1 (F1) 43.72%
ROUGE-2 (F1) 20.54%
ROUGE-L (F1) 36.89%
Mean Summary Length | 21 tokens

trainer, train()
(. 1275312753 1.2148, Epoch 11

Epoch TraningLoss ValidaionLoss  Rouge! Rouge?  Rougel Rougelsum Genlen  Runfime Samples Per Second
1 200 247957 28300000 TT2H00 22243000 22248600 1882500 3633380 U750

Train0utput (global step=12753, training loss=2.7692033505520146, metrics={"train runtine’: 4999.3835, 'train samples per se
cond': 2,598, 'total flos's 7.774481450954342e+16, ‘epoch’: 1.0, 'int mew cpu alloc delta': 335248, 'init mem gpu alloc de
1ta": 242026496, “init sem cpu peaked delta': 18306, 'init men gou peaked delta': @, 'train men cpu alloc delta': 2637780,
‘train pen gou alloc delta's 728138240, 'train men cpu peaked delta': 138226182, 'train nem gpu peaked delta's 1467701708

8

Figure 3: Training progress of the summarization model, displaying epoch-level metrics including losses,
ROUGE scores, generation length, runtime, and memory usage
Training Summary Metrics (1 Epoch)
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Figure 4: Visualization of training summary metrics after one epoch, highlighting losses and ROUGE scores
alongside average generated summary length

The summaries generated contain a clear majority of reference summary unigrams, expressed by the ROUGE-
1 score of 43.72%. Having a bigram overlap score of 20.54%, the ROUGE-2 measures a moderate proportion of
phrasal context conservation in brief phrases. With a general structure in the same vein as human summary writing, the
ROUGE-L with its consideration of longest common subsequence resulted in 36.89%. The model adheres to short
summary generation, which is supported by a mean summary length of 21 tokens.
The model successfully distills complex legal or news content into one-sentence summaries, according to qualitative
analysis. However, in keeping with the limitations mentioned in recent literature, sporadic errors were noted, including
factual inconsistencies, loss of specific legal terminology, and incomplete sentence boundaries [7], [13].
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Figure 5: Example document-summary pairs generated by a T5 model, illustrating summarization outputs for
various news articles.

Despite these challenges, the model's superior performance over traditional extractive baselines validated the
effectiveness of transformer-based abstractive summarization for legal and news texts. Resource profiling revealed that
the training process used roughly 3.1 GB of GPU RAM per batch and averaged 8.6 steps per second.

Conclusion & Future Scope

This work demonstrates that highly optimized Transformer models—Hurging Face's T5 in this case—can

effectively summarize legal documents, overcoming the intricateness of the domain and producing concise and relevant
summaries. Aside from what can be evaluated through ROUGE scores, there remain challenges with gathering certain
legal vocabulary, argumentation patterns, and ensuring factual correctness. To enhance the legal precision and
reliability of Al-produced summaries, future research must focus on domain-specific adjustments, larger or more
efficient transformer architectures for handling lengthy texts, and the integration of legal knowledge graphs or human-
in-the-loop systems. These advancements have the possibility of significantly improving access to justice and
accelerating judicial proceedings.
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